





Abstract 

Managing an evolving data model of a large heterogeneous set of 

data sources is a challenging task. The complexity of this task 

increases significantly when data is replicated for example to 

reduce computational latency by storing data originating from a 

relational database in an in-memory data grid.  

This paper outlines how a logistics company has cut maintenance 

costs and drastically reduced the overhead of setting up new 

applications. Hence, time to market is shortened by streamlining 

the process of keeping the data model of the in-memory data grid 

in sync with the data sources.  

Case Study 

In the following, we describe the particular setting by outlining the company’s system and requirements. 

Then we explain how the challenges were addressed by using Auto Database Integration (ADBI) to 

mitigate costs, both in time and money.  

Problem Description 

The company tracks logistics events on a global scale in a system that has evolved over time, both in terms 

of functional features, geographical locality, and business arrangements. This history of adding 

functionality, new markets as well as using multiple suppliers of database engines have led to a system 

consisting of almost 50 different relational databases running Oracle, MySQL, and PostgreSQL. A constant 

need for new features generates a never-ceasing flow of data model changes. While some applications are 

local in their nature and may only operate on a single database, many of them rely on data from several 

sources.  

Facing performance issues and a need for more interactive exploration of the data set, the company 

introduced a Hazelcast in-memory data grid as a distributed cache of data. While cutting data retrieval 

latency by orders of magnitude, this change unfortunately also introduced a new level of maintenance 

complexity. Now there was a need to keep the data model of the data grid in sync with the data sources as 

the relational database schemas changes over time.  

Auto Database Integration  
Use Case 

15% 
maintenance cost reduction 

100x faster  
to set up an application



Solution -  Auto Database Integration  
To combat this maintenance problem, ADBI is used to streamline the process of keeping the data model of 

a Hazelcast IMDG in sync with RDBMS data sources. At design time, ADBI connects to the relational 

databases and analyzes the metadata of the tables and generates all the needed Java POJOs to interact 

with both databases and in memory grid. The tool can analyze metadata of all major database engines and 

is therefore suitable for managing a heterogeneous set of sources and present them all as the same kind 

of POJOs. 

At run-time, ADBI provides all the needed functionality to feed data from the sources to the data grid. 

ADBI does this by leveraging the Hazelcast Portable interface, allowing any Hazelcast grid as a vessel for 

the data without any modifications to the grid. When the data model of the sources evolves, no new 

POJOs need to be presented to the data grid since data is stored in the Portable format.  

The Java applications leveraging ADBI access the data of the grid and the relational database in the same 

way - using Java Streams. Thus, switching from accessing a piece of information from the data grid to 

retrieving it directly from the relational database is a mere act of reconfiguration. No business logic needs 

to be rewritten. This allows for seamless optimization in situations when only a subset of the data is 

actually mirrored in the data grid.  

Key Benefits 
Using ADBI has cut maintenance costs by 15% by removing the need to manually propagate changes in the 

underlying database model into Java application and data grid. The mere cost of writing the boilerplate 

code is part of the cost but also finding and solving problems arising from database model mismatch.  

Time to market has been reduced significantly, in particular for complex applications that rely on data 

from several sources. Setting up an application for a new service is 100x faster, allowing for agile 

development strategies with early prototype demos that were just not feasible when involving writing 

correct boilerplate code for all tedious data manipulation. 
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